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Supplementary Text S1.

Alternative recall dynamics

Maximum a posteriori dynamics
Maximum a posteriori (MAP) dynamics dynamics are deterministic, implementing coordinate ascent to a potentially local maximum of the posterior P(x|W, x̃). For the posterior considered above (Eq. 18), coordinate ascent
results in MAP dynamics that are very similar to those of the Gibbs sampler, with the distinction that the transfer
function becomes a step function (Fig. S1B).

Mean-field dynamics
A third class of dynamics can be obtained using a mean-field formalism, in which the neurons have analog activations µi parametrizing a probability distribution over patterns x as a set of independent Bernoulli random variables:
Y
µxi i (1 − µi )1−xi
(29)
Q(x; µ) =
i

In this framework, the objective for the recall dynamics is to optimize the parameters µ to bring the represented
distribution as close as possible to the true posterior, P(x|x̃, W, C), in particular, by minimizing the KullbackLeibler divergence between the two:
KL [Q(x; µ)kP(x|x̃, W, C)] =

X

Q(x; W, x̃) log

x

Q(x; W, x̃)
P(x|x̃, W, C)

(30)

Since the normalizing constant P(x̃, W|C) does not depend on x, minimizing this distance is equivalent to
optimizing the free energy [30]:
X
X
F(µ, x̃, W, C) =
Q(x; µ) log Q(x; µ) −
Q(x; µ) log P(x, x̃, W|C)
(31)
x

x

Knowing that P(x, x̃, W|C) = Pstore (x) · Pnoise (x̃|x) · P(W|x, C) (Eq. 18) and making use of the approximation that the distribution P(W|x, C) factorizes over elements of W, and the fact that Q(x; µ) is factorized over
pairs of elements from x and µ, we rewrite the free energy as:
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(32)
where we can express f (Wij , xi , xj ) as a polynomial: f (Wij , xi , xj ) = b1 Wij xi xj + b2 Wij xi + b3 Wij xj +
b4 xi xj + b5 xi + b6 xj + b7 Wij + b8 , with the coefficients b1...7 uniquely determined by the learning rule and the
prior over patterns. Taking the derivative and reordering the terms appropriately, we obtain:
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where, importantly, the parameters a1...4 are exactly the same as for the Gibbs dynamics derived above.
= 0 and solving
Finally, using coordinate descent to minimize F(µ, x̃, W, C) wrt. µ , i.e. setting ∂ F(µ,x̃,W,C)
∂µi
for µi to obtain asynchronous update dynamics for µi [30], results in dynamics that are closely related to those
defining Gibbs sampling, derived above. Both have exactly the same expression for the total somatic current to
a neuron, but with the distinction that the neural transfer function σ(Ii ) = 1+e1−Ii directly defines the neuron’s
(analog) activation rather than its probability of firing (Fig. S1B). Furthermore, neural activities µi can be used to
predict uncertainty at retrieval, in a very similar way as response variability for the sampling-based representation.

Retrieval performance for different representations of the posterior distribution
We have shown that different types of recall dynamics translate into the same expression for the total somatic
current to a neuron, but with different transfer functions operating on that somatic current (Fig. S1B). This means
that our predictions for the circuit motifs involved in implementing optimal recall are independent from the precise
type of dynamics assumed at recall. However, these can still influence the final recall performance. For instance,
we expect the deterministic MAP dynamics to get stuck in local optima, which would be detrimental for recall.
Comparing the performance for exact recall using the three types of recall dynamics (Fig. S1C) indeed reveals
slightly worse average performance for MAP, relative to that obtained with sampling, while mean-field dynamics
do just as well.
It is also important to note that the different dynamics each optimize a different cost function. While the posterior mean computed in a sampling-based representation (or approximated in the mean-field solution) is guaranteed
to be optimal when using the Euclidian distance for measuring errors (as we do here), the deterministic MAP
dynamics are optimal when an L0 norm is used as the error function, i.e. the same cost is incurred whenever the
pattern is not recovered exactly, regardless of how similar the retrieved pattern is to the original. While it is not
perfectly clear which metric is the most relevant biologically, a graded error seems more reasonable, which justifies
our choice.
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Supplementary Text S2.

Comparison to standard attractor dynamics

Inspired by previous heuristic extensions of standard attractor dynamics to metaplastic synapses [38], we also
constructed such dynamics and compared their performance to that obtained by our model. For this, we stored
a set of T = 10 patterns, denoted by x(t) , with t ∈ {1 . . . T }, drawn from our usual prior with f = 0.5, in a
fully connected network of N = 500 neurons, by first initializing weights at random according to their stationary
distribution, and then by using the cascade rule (either the presynaptically- or the postsynaptically-gated variant) to
modify synapses as a function of the patterns. For recall, we used a heuristic form for the current to a neuron [38]:
X
X
Ii =
Wij xj −
xj + hi ,
(34)
j

j

and set the threshold hi as a function of all the patterns to be retrieved using an offline procedure. Specifically, hi was set to be at the half-distance between the mean current induced by the patterns in which
the
P
P
P (t) 
(t)
neuron is active or inactive, respectively. More formally, if m0 =
and
(t)
j Wij xj −
j xj
t:xi =0
P
P t
P
(t)
m1 = t,:x(t) =1
j Wij xj −
j xj are the mean currents expected to be received by neuron i for patterns
i
in which its state should be 0 or 1, respectively, then hi = (m0 + m1 )/2. (This condition guarantees maximum
separability once the dynamics reached the appropriate fixed point, but see also for a discussion below). Note that
the recall cue, x̃ drawn from the usual input distribution with r = 0.2, does not explicitly appear in the total current,
as – in line with standard approaches – it was only used to initialize the system. Finally, we used a step-function
as the transfer function determining the output of the neuron, just as in our MAP dynamics (Suppl. Text S1).
Unlike our model, the heuristic dynamics described above implicitly assume a uniform distribution over pattern
ages, and there is no obvious principled way to incorporate a more realistic decaying prior over pattern ages in the
dynamics. Thus, we simply plot the recall performance as a function of pattern age, without averaging the errors
across it (Fig. S3; solid lines). For comparison, we also plot the performance of our optimal dynamics (Fig. S3;
dashed lines). The quality of retrieval for the heuristic dynamics is remarkably poor, and in particular much poorer
than for our dynamics, with errors above control for all but the most recent patterns. Worse still, even the average
error would be above control for almost any prior for the pattern ages. There are several factors that contribute to
this:
• Unlike our model, the heuristic dynamics uses the recall cue only as the initial condition, and ignores this
source of information after that. This is detrimental for old memories, for which there is no information in
the synaptic weights, so the only useful information is the recall cue (and the prior over patterns, when it is
unbalanced). As a result, error rates for
pthe heuristic dynamics saturate at the maximum possible value for a
system that only has binary outputs ( 1/2 ≈ 71%). This supports the importance of using external fields
for memory retrieval [8].
• The heuristic model has also no regulation of excitability depending on the weights of outgoing synapses,
similar to IPout in our model, which was crucial for ensuring competent recall for postsynaptically-gated
learning rules (Fig. 4A, top). In fact, ignoring the information stored in outgoing synapses in this way
roughly corresponds to the simplest approximation of the evidence from outgoing synapses in our model,
which – as we described in the main text – was a markedly efficient approximation. Consequently, retrieval
is particularly poor when storage is postsynaptically-gated (red line).
• Although the setting of the threshold hi , the analogue of IPin in our model, is guaranteed to work at a fixed
point, it does not guarantee that starting from the recall cue, which is different from the pattern that needs
to be recalled by definition, the dynamics would actually converge to the correct answer (formally, there is
no guarantee on the size of the corresponding basin of attraction). The kind of off-line threshold regulation
used here has another key shortcoming – though mostly of biological rather than computational relevance:
it seems difficult to implement it in a neural circuit, whereas we have shown that standard models of IP can
well approximate the optimal threshold setting in our model.
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• The evolution of the network is deterministic, rather than stochastic. Although, as we showed above (Suppl.
Text S1), stochastic dynamics in our system was indeed able to achieve better performance than (binary)
deterministic dynamics (implementing MAP inference), this advantage was only marginal. Therefore, while
using binary deterministic dynamics can have a detrimental effect, we expect that this is not the main cause
of the significantly poorer performance of the heuristic dynamics.
• One potential caveat in the comparison of the retrieval performance of the optimal versus heuristic dynamics
has to do with a subtle difference in the way multiple patterns were stored in them. For the ‘heuristic’
network presented here, all patterns were stored in the synapses, while in for our optimal network we only
stored one pattern and simulated the effects of storing the others independently in each synapse. In this way,
we allowed our model to sidestep the problem caused by synaptic correlations [43], while the heuristic model
had to cope with this additional difficulty. Therefore, as a further control, we also constructed an analog of
our ‘pseudo-storage’ procedure for the heuristic network to ensure that it was also unaffected by synaptic
correlations. However, for the specific parameters used here, this still did not improve its performance.
Therefore, it is the heuristic form of the standard dynamics, and not other factors, that is mainly responsible
for its poor performance.
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Supplementary Text S3.

Error rates for old patterns

The error rate for very old patterns becomes worse than that of the control network (Fig. 2C, blue). This is not
unexpected, because we constructed network dynamics to optimise average recall performance, where the average
is taken jointly over patterns and their ages. For deriving such optimal dynamics, the (age-)averaged contribution
of a pattern to the synaptic weights needed to be taken into account (Methods). This average is smaller than the
actual contribution for recent memories, but larger for old memories. Both mismatches lead to performance loss
(compared to the hypothetical ideal case in which pattern age would be known, Fig. 2C, black), but in unequal
measure. For recent memories, it only means that the system is not drawn strongly enough towards the correct
pattern. However, it is particularly damaging for remote memories, as instead of the system being drawn towards
the appropriate pattern, it is drawn towards a random other pattern.
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Figure S1. Different schemes for representing the posterior through recall dynamics. A. Schematic
representation of possible strategies for constructing recall dynamics corresponding to the posterior (heat map):
starting from the recall cue (green), maximum a posteriori (MAP, black line) dynamics follow the local gradient
to a possibly local maximum of the posterior thus exhibiting attractor dynamics; sampling based dynamics
(MCMC, gray dots) move stochastically in the state space, such that the amount of time spent in a certain region
of the state space is proportional to the mass of the distribution in that region. For the purposes of illustration, the
case of analog patterns is shown. B. The corresponding neuronal transfer functions (the expression for the total
current to a neuron is identical in all variants, see Eq. 3). C. Comparison of retrieval performance using different
retrieval dynamics. Control level was 40% (not shown). All simulation parameters had the default values, as
defined in the main text.
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Figure S2. Representing recall uncertainty. Relationship between the variability of neural responses during
retrieval, measured by the average neural response entropy as shown in Fig. 7C, and the final (r.m.s.) retrieval
error associated with the response. Colors label the age of the pattern to be retrieved (see color bar on right).
Simulation used default parameters (see Methods).
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Figure S3. Recall performance for standard attractor dynamics. A total of 10 patterns was stored in a
recurrent network by the cascade rule, either the pre- (blue) or the postsynaptically gated form (red). All
parameters were set to their default values. Retrieval followed standard attractor dynamics which ignore the prior
over pattern ages and the recall cue – beyond the initial condition (see Suppl. Text S2 for details). Gray dashed
line shows retrieval performance for the optimal dynamics (without approximations). (This performance is
formally identical for pre- and post-synaptically gated plasticity.) Black dashed line shows the usual control level,
corresponding to an optimized feedforward network.
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Figure S4. Oscillations as tempered transitions. Schematic depiction of the effects on the posterior induced by
modulating the temperature parameter for a one-dimensional analog distribution. Tempered transitions cycles
through several distributions indexed by the inverse temperature parameter β taking values between β0
(depending on oscillation depth) and 1. Sampling at the high temperature (low β) distributions allows the
dynamics to explore the full state space.

Figure S5. Single synapse signal vs. recall performance. Mutual information between pre- and postsynaptic
activity at a synapse and the weight of that synapse (gray) and recall performance in the network (black) as a
function of cascade depth. Arrows show optima of the two curves.
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